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ABSTRACT
Order-independent transparency (OIT) remains costly, particularly on mobile and legacy hardware. We present a spatio-temporal acceleration suite that exploits spatial and 
temporal coherence to reduce rendering cost while preserving visual quality. Our method combines adaptive tiled screen-space sampling, or hardware-accelerated variable 
rate shading (VRS) where available, with modular temporal reprojection. Designed as a plug-in acceleration layer, it integrates with existing OIT techniques to significantly 
improve real-time performance with minimal integration overhead.
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1 Motivation
Exact OIT (A-buffer, depth peeling) guarantees correct compositing but required high in 
memory, bandwidth and rendering times at medium-to-large depth complexity scenes. 
Approximate and neural methods cut that cost, leading to plausible results, but still 
evaluate transparency at every pixel of every frame.
Our idea: an acceleration layer that is orthogonal to the OIT formulation, it reduces 
spatial and temporal workload, and plugs into exact, approximate or neural solvers alike.
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▲  our spatio-temporal framework accelerates any of them  ▲

2 Spatio-Temporal Toolkit
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Adaptive quadtree 
tiles

16×16-pixel tiles, each a four-level 
quadtree (16×16 →  2×2, 21 nodes) 
packed in a 21 bit bitmask. Per-node color 
variance of the previous output splits or 
merges tiles against user-defined per-level 
thresholds.

Tile-based 
sampling

The quadtree writes a stencil mask of leaf-
node corners. Transparent geometry 
shades only those pixels, a compute 
interpolation pass rebuilds full resolution 
by bilinear interpolation.
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Tile-driven VRS

Alternatively the quadtree drives 
hardware VRS: coarse nodes shade at 
2×2 or 4×4, fine nodes at 1×1. Smoother 
than stencil discard; needs VRS support.
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Temporal 
reprojection

Prior-frame transparency is reused via 
depth-based reprojection with camera 
motion. Any temporal reconstruction can 
replace the warp without touching the 
spatial pipeline.

3 Results

Figure 1: FLIP perceptual error of ODT, WBOIT and DFAOIT with VRS and stencil acceleration, against 
non-accelerated references. All errors stay below 0.02; VRS is consistently lower, stencil is higher due to 
its simple bilinear interpolation.

Table 1: Rendering cost (ms) on two scenes of different depth complexity, with stencil-driven discard or 
hardware VRS, alone and with temporal reprojection, using an RTX 5080.

Pipeline Scene Baseline Stencil +Temporal VRS +Temporal

ODT Powerplant 1.80 1.57 1.18 1.58 1.21
Engine 1.10 1.01 0.74 0.98 0.80

WBOIT Powerplant 1.96 1.64 1.22 1.75 1.28
Engine 1.12 1.04 0.78 1.03 0.80

DFAOIT Powerplant 2.50 2.10 1.35 2.25 1.40
Engine 1.49 1.36 1.05 1.39 1.10
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• Temporal reuse nearly doubles the gain of spatial acceleration alone (~12% stencil, 
~10% VRS).

• Solver-agnostic: savings hold for object-sorted, blended and neural OIT alike.
• Limitation: reprojection artifacts under low frame rates or fast camera motion.
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