STAR-NT

Spatiotemporal Acceleration of Real-Time
Neural Transparency Rendering

G. Tsopouridis' C. Georgiou-Mousses' A. Panagiotidis' A. Vasilakis?

D. Corrigan® T. A. Franke® A. Gorbonosov® A. Astapov?® |. Fudos’

! University of loannina, Greece 2 Athens University of Economics and Business, Greece 3 Huawei Ireland Research Center




WHY IT MATTERS

Transparent Surfaces Are Everywhere in
Real-Time Graphics

Games & VFX *Medical Visualization *Cultural Heritage & CAD Mobile AR/VR

*Order Independent Transparency with Non-local Opacity Modulation for 3D Meshes
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THE CORE CHALLENGE

Correct Blending Requires Sorted Geometry

Color = Csource * asource + Cdest * (1 - asource)

The Porter-Duff “over” operator is correct only when fragments are
composited in back-to-front (or front-to-back) depth order.

Challenge: Rasterization generates them in a random order Order-lndependent Transparency

Sorted order Random order )
Order-Independent Transparency (OIT) is a

rendering technique in that eliminates the need to

sort overlapping semi-transparent objects or

meshes by depth before rendering them.

v correct color X wrong color



EXACT METHODS

A-Buffer & k-Buffer

¢

4 A-Buffer

stored & sorted fragments

Stores and sorts all fragments of each pixel, resulting in image plane

perfect transparency quality.

Memory and performance requirements grow with depth
complexity, unbounded in the worst case.

¢

> k-Buffer

e

viewing frustum

Stores and sorts a fraction of fragments of each pixel (up to

k fragments), resulting in perfect quality for those
fragments. Bounded memory demands.

Partly-perfect transparency, can miss details for >k
fragments. Setting a k value is a challenging, per-scene task.



APPROXIMATE METHODS

Weighted Blended OIT
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occlusion estimator, offering plausible quality. |
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NEURAL METHODS

DFAOIT: High Quality, But Not Yet Real-Time-Cheap*

‘. DFAOIT (Deep & Fast Approximate OIT)

. Two depth-peeled fragments + Per-pixel accumulated statistics
J Lightweight MLP directly predicts the final composited pixel color
J Constant memory, high visual quality ideal target for mobile &

legacy devices

Bottleneck: per-pixel inference + 3 full-resolution geometry
passes every frame.

First Fragment

Pass

Input
Features

Second Fragment Feature Fetch
Pass

Hidden Layer Hidden Layer QOutput
(32 neurons) (16 neurons) (OIT RGB Color)




OIT SPECTRUM

Exact, Approximate, and Neural Methods

Lower Performance

4
=
Exact Neural
A-Buffer DFAOIT
MEMORY
Unbounded Bounded (constant)
PER-FRAME COST
Scales with depth complexity 3 Geometry passes + inference
QUALITY
Reference quality High, learned

als

Approximate

WBOIT

Bounded (constant, lower)
Single pass

Artifacts at high complexity

STAR-NTs question: can we retain neural OITs quality while pushing its real-time cost down toward WBOITs?

Higher



STAR-NT

Geometry Passes Dominate Cost

=& Spatial coherence £ Temporal coherence

Flat, low-contrast, deeper screen

_ ' i Consecutive frames under smooth
regions don't need full-resolution

. motion share structure.
geometry passes.

£) Redundant features

DFAOIT mixes exact and approximate
terms, inflating inference cost and
causing color artifacts.

Our approach: a dual-domain acceleration framework: spatial subdivision, temporal reprojection, and a leaner

network, layered on top of any neural OIT pipeline.




STAR-NT

The STAR-NT Pipeline

Frame N
—

Previous Frame Depth for Interpolated Frames

.Geometry Pass . Fullscreen/Compute Pass f-_; Adaptive Resolution

Our approach: Based on the DFAOIT pipeline, uses a variance driven quadtree system to identify the resolution

scaling needed for each geometry pass. A temporal interpolation phase further boosts performance.




STAR-NT SPATIAL ACCELERATION

Adaptive Screen-Space Tiles

Variance-driven refinement

Frame F Frame F+1

£ see. o2

Tiles split and merge based on a mean pairwise corner-color distance

Di estimated from just 4 samples of the network color inference

Compact encoding

21-bit refinement level mask packed into a single 32-bit integer

i
i

. Sampled Pixel ! High Difference Area Low Difference Area

Used as a quality metric
The mean tile level is used as a scene complexity/quality metric, driving

the adaptive resolution of the second and third passes

16x16 up to 2x2 quadtree, 4 refinement levels
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STAR-NT SPATIAL ACCELERATION

From Tile Complexity to Render Resolution

Complexity index
w=2X{-Nf /X Nt (level-weighted mean of occupied tiles,

w €[0,3])
£ = tile level, N £ = total tiles at that level
Per-pass resolution scale

s p=clamp(2”(w - 6p), 0.25, 1.0)

62 =2.2 (Pass 2 reaches full-res sooner, “over” operator)

63 =3.0 (Pass 3 stays low-res longer, network resilience)

Pass 1 is always full resolution as it carries the most perceptually
important layer.

0.8 A

0.6 1

0.4

0.2 1

Resolution scale vs. complexity index w

0.5 1 1.5 2 2.2 2.5 3

=@== Pass 2 scale (6=2.2) =@== Pass 3 scale (6=3.0)



STAR-NT NETWORK REDESIGN

Decoupling Exact Compositing from
the Learned Tail

DFAOIT: 10 features STAR-NT: 5 features
. Predicts full transparency color Ct directly J Predicts only the tail color f(x)
J Mixes exact 2-fragment term with approximate tail J Exact 2-layer composite Cexact2 kept analytic
J Uses unnormalized accumulated color Cacc J Tail color & transmittance normalized
o Closest two fragments, average RGBA color of tail, o Fragment count, tail transmittance, normalized
accumulated premultiplied RGB color premultiplied RGB color of tail
-> color artifacts in high-complexity scenes - 35% faster inference, fewer artifacts

Ct = Cexact: + Transmittance: - f[ X) + J] ( 1 —ai]-C bg exact two-layer term + learned tail (decoupled) + background




STAR-NT NETWORK REDESIGN

Artifact Alleviation

DFAOIT STAR-NT Reference
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EVALUATION

Experimental Setup

MOBILE LEGACY DESKTOP

NVIDIA GTX 1660

Huawei Mate 70 Pro
Super

& 10 test scenes ‘. Baselines

Depth complexity D up to 136 fragments/pixel; DFAOIT (neural) and WBOIT (single-pass
varied color & opacity. approximate, real-time reference).

STAR-NT | Spatiotemporal Acceleration of Real-Time Neural Transparency Rendering

HIGH-END DESKTOP

NVIDIA RTX 5080

li Metrics

MSE & FLIP vs. A-buffer ground truth, frame
time, power & energy/frame for mobile.

CGI 2026, London
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EVALUATION

Per-Pass Improvements

Scene (Pass %) Total STAR-NT w/o
2 \’ . s
(P1%,P2%,P3%, D) Pass 1|Pass 2| Pass 2V | Pass 3| Pass 3V | Compute | Inf. DFAOIT | Inf. STAR | Total DFAOIT Temporal Total STAR| Speedup
Smoke (100,50,50, 56) 0.042 0.068 0.024 0.138 0.038 0.052 0.114 0.086 0.362 0.242 0.194 46.27%
Hairball (100,50,50, 136) 0.425 0.559 0.323 1 0.415 0.1 0.16 0.068 2.144 1.331 0.77 64.08%
Candycat (100,50,25, 12) 0.048 0.04 0.025 0.089 0.02 0.071 0.102 0.078 0.279 0.242 0.21 24.73%

Spatial, network, and temporal optimizations are independent and compound. Adaptive resolution scaling in Pass 2 and Pass 3
provides the largest gains, compounded by a 35% inference speedup and further amortized by temporal interpolation. Gains scale
with scene complexity.



EVALUATION

Overall Speedups

4
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STAR-NT achieves an average 39% frame-time reduction over DFAOIT across all platforms and scenes. On legacy hardware (GTX
1660 Super), gains reach up to 64% effectively matching WBOIT's runtime at much higher quality. On high-end desktop (RTX 5080),
we still see a consistent 37% reduction.
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EVALUATION

Quality Evaluation

Engine (24)

0.033 0.31 0.02 0.404 0.053

STAR-NT outperforms WBOIT by
30-32% on both MSE and FLIP errors.

* Gains are consistent across scenes, with = — - = -
best results on high-depth-complexity cases Cand t(12) E R ‘& - ] RS «g P , a
andyca = ' , =y
y - b - : > 1 \ ’: " ' gf\ L %)
\ = A -

like Powerplant. Minor quality trade-offs

— i S
appear only in extreme outliers such as g ‘a - \ =
\‘ y 0‘ ~ 5
) RS -
\ PN

Hairball (D=136).
et
3

0.033 0.045 0.030 0.040 0.061 0.171
STAR-NT DFAOIT WBOIT




EVALUATION - ENERGY

Quality Power Efficiency

We define Q = quality gain over naive (random order) blending
per mJ consumed. Captures the trade-off between rendering

cost and transparency accuracy.

E —E
random method x 100

Q =
ENframe X Erandom

Emethod: MSE of the evaluated method against A-buffer
Erandom MSE of random order
ENframe: energy consumed per frame in mJ

Current draw (mA) recorded under sustained rendering at fixed
scene/display/battery conditions.
Energy per frame = current x frame duration x device voltage.

STAR-NT achieves the highest Q in all three measured scenes.
Better transparency quality per mJ than both WBOIT, DFAOIT.

Overall
power Q % perm)
(mW)
Sl WBOIT 80 7400 92,50 0,25
DFA 67 8140 121,49 0,36
STAR-NT 117 8510 72,74 0,55
Candycat wBoIT 120 6845 57,04 0,93
DFA 75 7215 96,20 0,92
STAR-NT 100 7400 74,00 1,18
Engine wBoIT 80 6845 85,56 0,68
DFA 60 7030 117,17 0,60
STAR-NT 90 7215 80,17 0,93




CONCLUSION

Bringing Neural Transparency Closer

to Real-Time Deployment

Dual-domain acceleration: adaptive tile-based resolution

scaling, with depth-based temporal reprojection

Streamlined 5-feature network resolves DFAOIT's color

artifacts and cuts inference cost by 35%
39% average speedup (up to 64% on legacy hardware), no

scene-specific training or preprocessing

* Future Work

Learned frame synthesis  Apply to other neural effects

Hardware-aware acceleration (VRS, cooperative vectors, NPU)

STAR-NT
0.6ms

0.9ms 0.52ms

Adaptive Tiles

Reference
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ank you!

Grigoris Tsopouridis
g.tsopouridis@uoi.gr
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  Q =    E  r a n d o m −  E  m e t h o d  E  N  f r a m e ×  E  r a n d o m × 100

