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1 Supplementary Material - Method Details

This supplementary material provides additional technical details and clarifica-
tions for STAR-NT that are omitted from the main paper due to space con-
straints. We elaborate on the spatial tiling constraints used to ensure stable
adaptive resolution behavior, describe the modifications to the neural network
input representation and their effect on resolving visual artifacts, describe the re-
projection strategy, and modular design. Together, these sections aim to improve
reproducibility and offer deeper insight into the design choices and trade-offs of
the proposed system.

1.1 Tile Hierarchy and Encoding

The method adaptively subdivides the screen into variable-resolution regions
based on image-space color variance from the neural OIT inference pass. The
screen is partitioned into 2L × 2L base tiles, with L = 4, resulting in 16 × 16
pixel tiles. This provides a practical balance between spatial adaptivity and
tile-management overhead. The hierarchy contains four refinement levels with
footprints of 16× 16, 8× 8, 4× 4, and 2× 2 pixels.

Each tile stores its refinement state as a binary vector M ∈ {0, 1}B , where
B = 21. Each entry corresponds to an internal node of the quadtree, and Mi = 1
indicates subdivision into four children. The 21-bit representation fits within a
single 32-bit integer, requiring only 4 bytes per tile.

Tile refinement is evaluated in a compute pass after transparency rendering.
At each hierarchy level, color difference is estimated from the four corner pixels
of the neural OIT color buffer using the mean pairwise Euclidean color distance.
Using only four samples keeps the evaluation cost O(1) per node regardless of tile
size. Tiles are then split or merged according to per-level variance thresholds, and
the resulting tile hierarchy is reused in the next frame to drive spatially varying
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render resolution through the frame complexity index w̄ (see full paper). Corner
sampling was found sufficient to capture silhouette and depth discontinuities
while avoiding the bandwidth cost of full-tile reductions.

Refinement decisions are driven by an image-space variation metric evaluated
on the neural OIT color buffer. Let ci(j), j = 0, . . . , 3, denote the four corner
pixels of node i, and let C(p) be the RGB color at pixel p. We define the variation
measure Di as the mean pairwise Euclidean distance between the four corner
samples:

Di =
1

6

3X
k,m=0
k<m

∥C(ci(k))− C(ci(m))∥2 . (1)

Averaging over all pairwise differences reduces sensitivity to isolated outliers
at any single corner and provides a symmetric estimate of local color variation.

Splitting and merging are controlled by level-dependent thresholds satisfying
τsplit > τmerge. The activity state M

(t)
i ∈ {0, 1} of node i at frame t is updated

as:

M
(t+1)
i =

8><>:
1 Di > τsplit,

0 Di < τmerge,

M
(t)
i otherwise.

(2)

An active node remains active unless Di falls strictly below τmerge, while an
inactive node is activated only when Di exceeds τsplit. This prevents temporal
oscillations for nodes whose variation fluctuates near a decision boundary across
consecutive frames, leading to a practical reduction of temporal artifacts. Eval-
uation proceeds in a top-down manner: a node can only split if its parent is
already subdivided, ensuring structural consistency of the quadtree. Thresholds
τsplit and τmerge were chosen empirically across scenes with varying transparency
complexity. Coarser nodes use higher thresholds since larger footprints naturally
exhibit greater color variation, while finer nodes use lower thresholds to preserve
small transparent details.

Precise threshold calibration is not critical. If a complex region is merged too
aggressively, the resulting increase in variance in subsequent frames causes the
tile to re-split, typically within one frame. The thresholds therefore control the
responsiveness of the adaptation process rather than its steady-state behavior,
and moderate deviations produce no noticeable artifacts in practice.

1.2 Temporal and Spatial Tile Constraints

To avoid perceptual artifacts, tiles may only shift up or down by one level at a
time. For each tile T , a scalar descriptor of refinement is defined as:

Lmax(T ) = max{ℓ | ∃ node at level ℓ with Mi = 1},

with Lmax(T ) = 0 indicating no subdivision. To alleviate potential perceptual
artifacts that may arise due to vast neighboring tile level differences, a one-level
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difference constraint is enforced between four-connected neighboring tiles. This
also emphasizes the importance of tiny details that may appear between tile
corners.

Since levels are bounded to {0, 1, 2, 3}, the maximum possible discrepancy
between any two neighboring tiles is 3. Each relaxation sweep propagates a
conformity correction by one tile, so k = 2 iterations constitute a sufficient
number of iterations to restore the one-level constraint across the entire grid.

1.3 Neural Network Improvements

The original DFAOIT [3] directly predicts the transparency color Ct using 10
input features, related to pixel opacity and color:

Cp = Ct + Cb

nY
i=1

(1− αi). (3)

The 10 features are: the exact Porter-Duff blended color of the two front frag-
ments, the average color Cavg and average opacity αavg of the remaining n − 2
fragments, the accumulated premultiplied color Cacc, and the fragment count n.

We identify two limitations. First, the network combines the analytically
exact contribution of the two depth peeled fragments with the approximate tail
color of the remaining fragments. Second, Cacc is not normalized, which the
original authors flag as a source of color artifacts, appearing in high-complexity
scenes (Fig. 1).

Fig. 1. The refined neural network inputs alleviate color artifacts that occur in
DFAOIT in highly complex scenes (top), and in scenes with low opacity of the foremost
two fragments (bottom).

Our reduction from 10 to 5 features, as mentioned in the full paper, decreases
weight tensor memory and inference cost, improving suitability for constrained
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hardware, while tail normalization addresses the color artifacts identified in the
original method (Fig. 1).

1.4 Temporal Interpolation

The geometry passes constitute the dominant cost of the pipeline. Under smooth
camera motion, consecutive frames share substantial visual overlap, motivating
a reprojection-based scheme that skips rendering on selected frames and warps
the previous frame to estimate the current output.

Frames alternate between real renders, in which all geometry passes and net-
work inference are executed, and interpolated frames, in which they are skipped
entirely. The interval ∆f between real renders is adapted at runtime to maintain
a user-specified minimum real-render rate fmin:

∆f = clamp

�
round

�
fmeasured

fmin

�
, ∆min, ∆max

�
, (4)

with ∆max = 4 as a hard quality cap. When performance degrades to fmin,
the interval collapses to 1 and the system reduces to the base method with
no temporal interpolation. On interpolated frames, each pixel is reprojected
using a composite depth that selects the frontmost surface between opaque and
transparent geometry.
This depth reconstructs the world-space position of each pixel, which is pro-
jected into the previous frames clip space via the stored view-projection matrix
Pprev to obtain the reprojected coordinate uprev. All experiments set a hard
limit of at least 30FPS before the temporal interpolation is enabled, ensuring
that no noticeable temporal artifacts will appear. Reprojection failures due to
disocclusion or out-of-bounds mapping are detected via depth comparison and
resolved by falling back to the most recent real render.

The temporal component is designed to be modular: the reprojection scheme
can be replaced by any method that estimates the current frame from the previ-
ous real render, such as optical flow-based interpolation or learned frame synthe-
sis [1], without affecting the spatial acceleration or the underlying OIT pipeline.

2 Experimental Evaluation Supplementary Material

In this section, we present a supplement to the experimental evaluation of STAR-
NT, including quantitative quality comparisons, showcasing that our method
outperforms the competition in terms of quality (Figure 2), a short ablation
study, and a table featuring our experimental thresholds (Tab. 1).

We have evaluated our method across three platforms and ten diverse test
scenes of varying depth complexity, STAR-NT achieves consistent frame time
reductions relative to DFAOIT, with average speedups of 39%. The gains are
the largest on legacy hardware, where geometry pass cost dominates the total
rendering time (Fig. 3). STAR-NT on average matches WBOIT, a single-pass
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Node Size �split �merge

16 � 16 0.040 0.035
8 � 8 0.020 0.018
4 � 4 0.0125 0.0115
2 � 2 0.005 0.003

Table 1. Per-level split and merge thresholds applied to the corner-sample variation
measure Di. Thresholds decrease with node size, reflecting the lower baseline variation
expected at finer spatial scales.

approximate method with no neural inference overhead, while maintaining sub-
stantially better image quality. This demonstrates that the acceleration compo-
nents are sufficient to make neural transparency rendering competitive in terms
of raw performance, without sacrificing the quality advantages that motivate the
neural approach.

2.1 Performance

2.2 Ablation Study

To further analyze the contribution of the learned tail formulation, we compare
the proposed neural tail prediction STAR-NT, with WBOIT [2], as well as a
fully neural transparency prediction (STAR-NT NET) that applies the network
to all transparency layers without explicit early-layer exact compositing. Figure
4 shows that utilizing the neural network to predict the transparent color of
all fragments provides better reconstruction quality compared to WBOIT, con-
firming that the network is not merely refining the contribution of the first two
explicitly composited layers. This indicates that the network effectively learns
a robust mapping from compact global tail statistics, capturing complex non-
linear interactions in layered transparency that are not as well approximated by
heuristic blending approaches such as WBOIT.
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